My proposal of the Intro to AI

Subjects of study by the AI community

History

Philosophy

Problem Solving

Natural Language Recognition

Perception & Pattern recognition 

Information Storage & Retrieval 

Control of Robots

Automatic Programming

Computational Logic 

Representation of Knowledge 

Uncertainty

Expert Systems 

Learning Game Playing 

Programming languages
Algorithms vs. AI

· Intelligent Agents
Problem Strategy - Search

· States, Operations, and Goals

· Simple Knowledge representation

· State-graph Search

· Search Trees

· Breath-first Search

· Depth-first Search

· Depth-Limit - Ordered Search

· Iterative Deepening Search
· Uniform Cost
· Bidirectional search
· Informed Search Methods
· Heuristic Search

· Comparison of Search Strategies
Algorithms vs. AI 

	Artificial Intelligence
	Conventional

	Primarily symbolic
	Often primarily numeric

	Heuristic search (solution steps implicit)
	Algorithmic (solution steps explicit)

	Control structure usually separate from domain knowledge
	Information and control integrated

	Usually easy to modify, update and enlarge
	Difficult to modify

	Some incorrect answers often tolerable
	Correct answers required

	Satisfactory answers usually acceptable
	Best possible solution usually required


Because AI requires extensive use of domain knowledge, knowledge representation is part of the traditional class studies.

Intelligent Agents

Origin typical definitions

Artificial intelligence is the study of mental faculties through the use of computational models.

The goal of artificial intelligence is to try to develop computer programs, algorithms, and computer architectures that will behave much like people and will do those things that in people would require intelligence, understanding, thinking, or reasoning.

Newer definition

An agent is anything that can be viewed as perceiving its environment through sensors and acting upon that environment through effectors. 

Properties of the environments that the agent must function in:








Real World attributes

Accessible vs. Inaccessible
Deterministic vs. Non-deterministic
Episodic vs. Non-episodic
Static vs. Dynamic
Discrete vs. Continuous

	Environment
	Accessible
	Deterministic
	Episodic
	Static
	Discrete

	Chess with Clock
	Yes
	Yes
	No
	Semi
	Yes

	Chess w/o clock
	Yes
	Yes
	No
	Yes
	Yes

	Poker
	No
	No
	No
	Yes
	Yes

	Backgammon
	Yes
	No
	No
	Yes
	Yes

	Taxi Driver
	No
	No
	No
	No
	No

	Part picking Robot
	No
	No
	Yes
	No
	No

	Image Analysis
	Yes
	Yes
	Yes
	Semi
	No


Why not just look up a stored answer  (FYI Chess has 35100 Combinations)

1) Table sizes and also the required correct response

2) Time it would take to make the table

3) Brittle, if the environment changed the table would be impacted.

“Search compensates for the lack of knowledge and knowledge eliminates the need for search”

Problem Strategy - Search

· States, Operations, and Goals

State - can be viewed as a data picture of an action in time, it represents the result of a sequence of actions

Operations – are the legal actions/decisions that the agent can affect the environment within the world constraints to reach a new state

Goals – are the desired end state data picture

Applying operators generate new states, which is called expanding the node.

For our effort we will use the following:

We have a small round differential driven robot used in solving a maze problem.

The states are the location and orientation of the robot at discrete times.

This robot has perfect navigation and knowledge of its location.

It has perfect execution of the operators 

The operators are move Forward or Backwards 1 robot size, Left or Right turns are a perfect 90-degree

The goals are – to go from the start to the end (goals) as fast as possible.

An alternate goal could be to fully map/explore the maze.

Simple Knowledge Representation

For our ROBOT example

	Component
	Data
	Memory
	Throughput

	State
	Right & Left Encoder counts, facing
	2x32 bit & 1 byte

Depends on counts/ rev
	Minimum

	Operator
	Right & Left motor duration, & speed
	3x8 bit
	Minimum

	State
	Robot X & Y count, & facing
	2x16 bit, 1 Byte
	Medium

	Operator
	Heading & distance
	2x 8bit
	Medium

	State
	Robot X & Y in Inches, Heading in degrees
	2x8bit, 1 Byte
	High

	Operator
	Goal X & Y
	2x8bit
	High

	State
	Grid location X & Y, Heading
	2x8bit, 1Byte
	Most

	Operator
	F,R,L,B
	1Byte
	Most


· State-graph Search

Intro & build simple chart solution space

Parent  - starting point or top of tree

Child – a branch off of the parent or another child

Node – are the state called parent or child, a point a new operation or decision must be applied

Depth – the number of generation from the parent state

· Search Trees 

Here are the criteria that we will use to evaluate a search strategy.


Completeness: Is the strategy guaranteed to find a solution when there is one?


Time complexity: How long does it take to find a solution?


Space complexity: How much memory does it need to perform the search?


Optimality: Does the strategy find the highest-quality solution when there are several different solutions?

The following are uniform blind searches as the merits of applying one operator as oppose to another is the same.  Uniform search has no preference among the operators.  The application of common sense or goodness calculations comes under the heading of Heuristics

Using above graph go over the following search methods.  Then expand problem to medium, hard and difficult.

Ordinary Graphs 
Blind Graphs (Non-deterministic)
· Breath-First Search – finds the shallowest goal state

· Depth-First Search (Back Tracking)

· Depth-Limited - Ordered Search

· Iterative Deepening search
· Uniform Cost - requires an evaluation function of the cost per branch and a scoring of the total cost to that node.
· Bidirectional – requires that you know the end state environment which robots usually do not

Informed Search Methods (Guided control)

· Best-First search - requires an evaluation function of the cost of the path from a state to the next state.

· Greedy Search – is a variation on the best-first search but its evaluation function provides an estimated cost to reach the goal sate.

· A* Search works to minimize the entire path cost from the parent or total expenditure

· IDA* Iterative Deepening A* search

· SMA* Simplified Memory-Bounded A*

· Hill climbing – local minimum, Plateaus

· Simulated annealing

AND/OR Graphs

· Depth-First

· Algorithm AO*

Comparing some issues

Breath-First Search

  Problems are Memory require and time to search

A tree with a branch factor of 10 and a process speed of 1000 nodes/sec will yield the following:

Depth
Nodes
Time

Memory

0

1

1msec
100 Bytes

4

11,111
11 sec
1 Megabyte

8

108

31 Hrs
11 Gigabyte

12

1012

35 Years
111 Terabyte

Depth-First Search


Can end up going down an infinite path

Depth Limited


What is the correct depth limit?

Iterative Deepening


Is a compromise of Breath and Depth but isn’t as costly as one might think.  This is because the repeated portion is the smaller root of the tree.

Other issues

Repeated states

1) Do not return to the state you just came from.  Expand function modification.

2) Do not create paths with cycles in them.  Expand function modification.

3) Do not generate any state that was ever generated before.  Requires a record of all generated nodes.

Heuristic & Search cost

The COST (g(n)) of operations and the ESTIMATE (h(n)) of the distance to the goal is the nodes search cost.

f(n) = g(n) + h(n)

The estimate heuristic h(n) must never over estimate the cost.

It also needs to be monotonic.  If it isn’t we can do this.

f(n’) = max(f(n),g(n’)) + h(n’)

Some Heuristic rules for our Robot could be.

Maze following rule always follow the right or left wall is a Heuristic.

Always turn right is another.

Never back-up.

Turn towards the direction with the brightest ambient light.

When in a cave follow the source of a flow of fresh air to exit.  Notice this one is a conditional heuristic it doesn’t help if there is no flow of fresh air.

Use the Crossing River on stepping stone example.

Comparison of Search Strategies

	Criterion
	Breadth-first
	Uniform-cost 
	Depth-First
	Depth-limited
	Iterative Deepening
	Bidirectional

	Time
	bd
	bd
	bm
	bl
	bd
	bd/2

	Space
	bd
	bd
	bm
	bl
	bd
	bd/2

	Optimal
	Yes
	Yes
	No
	No
	Yes
	Yes

	Complete
	Yes
	Yes
	No
	Yes, if l >=d
	Yes
	Yes


Where “b” is the branching factor, “d” is the depth factor of solution, “m” is the maximum depth of the search tree, and “l” is the depth limit.  For instance b = 3 for a binary tree, d = 6, m = 8, l = 7.

	Criterion
	Breadth-first
	Uniform-cost 
	Depth-First
	Depth-limited
	Iterative Deepening

	Time
	729
	729
	6561
	2187
	729

	Space
	729
	729
	24
	2187
	18


